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PCA	  example:	  digit	  data	  
§  	  	  

Sta306b April 19, 2011 Principal components: 15✬

✫

✩

✪

Sta306b April 19, 2011 Principal components: 16✬

✫

✩

✪

130 threes, a subset of 638 such threes and part of the handwritten

digit dataset. Each three is a 16× 16 greyscale image, and the

variables Xj , j = 1, . . . , 256 are the greyscale values for each pixel.



PCA	  example:	  digit	  data	  
§  	  	  

Sta306b April 19, 2011 Principal components: 17✬

✫

✩

✪

Rank-2 Model for Threes

First Principal Component
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PCA	  example:	  digit	  data	  

Sta306b April 19, 2011 Principal components: 18✬

✫

✩

✪

Two-component model has the form

f̂(λ) = x̄+ λ1v1 + λ2v2

= + λ1 · + λ2 · .

Here we have displayed the first two principal component

directions, v1 and v2, as images.



PCA	  in	  the	  wild:	  Eigen-‐faces	  
§  Turk	  and	  Pentland,	  1991	  

Roadmap

•
Principal component analysis (PCA)

– Basic principles

– Case studies

– Kernel PCA

– Probabilistic PCA

•
Canonical correlation analysis (CCA)

•
Fisher discriminant analysis (FDA)

• Summary

Principal component analysis (PCA) / Case studies 17

Eigen-faces [Turk and Pentland, 1991]

• d = number of pixels

• Each xi 2 Rd is a face image

• xji = intensity of the j-th pixel in image i

Xd⇥n u Ud⇥k Zk⇥n

( . . . ) u ( ) ( z1 . . . zn )
Idea: zi more “meaningful” representation of i-th face than xi

Can use zi for nearest-neighbor classification

Much faster: O(dk + nk) time instead of O(dn) when n, d� k

Why no time savings for linear classifier?

Principal component analysis (PCA) / Case studies 18

An application of PCA is image analysis. Here, the principal components (eigenvectors) are images that resemble
faces. Note that the pixel representation is sensitive to rotation and translation (in image space). One can store
z as a compressed version of the original image x. The z can be used as features in classification.

Courtesy:	  Percy	  Liang	  



PCA	  in	  the	  wild:	  Latent	  semanOc	  analysis	  
§  Deerwester/Dumais/Harshman,	  1990	  	  Latent Semantic Analysis [Deerwater, 1990]
• d = number of words in the vocabulary

• Each xi 2 Rd is a vector of word counts

• xji = frequency of word j in document i

Xd⇥n u Ud⇥k Zk⇥n

( stocks: 2 · · · · · · · · · 0
chairman: 4 · · · · · · · · · 1

the: 8 · · · · · · · · · 7
· · · ... · · · · · · · · · ...

wins: 0 · · · · · · · · · 2
game: 1 · · · · · · · · · 3

) u ( 0.4 ·· -0.001
0.8 ·· 0.03

0.01 ·· 0.04
... ·· ...

0.002 ·· 2.3
0.003 ·· 1.9

) ( z1 . . . zn )
How to measure similarity between two documents?

z

>
1 z2 is probably better than x

>
1 x2

Applications: information retrieval
Note: no computational savings; original x is already sparse

Principal component analysis (PCA) / Case studies 19

Latent Semantic Analysis (LSA), also known as Latent Semantic Indexing, is an application of PCA to
categorical data. LSA is often used in information retrieval. Eigen-documents tries to capture “semantics”:
an eigen-document contains related words. But how do we interpret negative frequencies? Other methods
such as probabilistic LSA, Latent Dirichlet Allocation, or non-negative matrix factorization may lead to more
interpretable results.

Network anomaly detection [Lakhina, ’05]

xji = amount of tra�c on
link j in the network
during each time interval i

Model assumption: total tra�c is sum of flows along a few “paths”
Apply PCA: each principal component intuitively represents a “path”
Anomaly when tra�c deviates from first few principal components

Principal component analysis (PCA) / Case studies 20

In this application, PCA is used more directly to model the data. Each data point is a snapshot of the network
at some point in time. Of course principal components won’t be actual paths, but they will represent network
links which tend to be correlated. If at some point in time at test time, the reconstruction error of a test point
is high, raise a red flag.

Courtesy:	  Percy	  Liang	  



PCA	  in	  the	  wild:	  Anomaly	  detecOon	  
§  Lakhina/Crovella/Diot,	  ’04	  	  

Latent Semantic Analysis [Deerwater, 1990]
• d = number of words in the vocabulary

• Each xi 2 Rd is a vector of word counts

• xji = frequency of word j in document i

Xd⇥n u Ud⇥k Zk⇥n

( stocks: 2 · · · · · · · · · 0
chairman: 4 · · · · · · · · · 1

the: 8 · · · · · · · · · 7
· · · ... · · · · · · · · · ...

wins: 0 · · · · · · · · · 2
game: 1 · · · · · · · · · 3

) u ( 0.4 ·· -0.001
0.8 ·· 0.03

0.01 ·· 0.04
... ·· ...

0.002 ·· 2.3
0.003 ·· 1.9

) ( z1 . . . zn )
How to measure similarity between two documents?

z

>
1 z2 is probably better than x

>
1 x2

Applications: information retrieval
Note: no computational savings; original x is already sparse

Principal component analysis (PCA) / Case studies 19

Latent Semantic Analysis (LSA), also known as Latent Semantic Indexing, is an application of PCA to
categorical data. LSA is often used in information retrieval. Eigen-documents tries to capture “semantics”:
an eigen-document contains related words. But how do we interpret negative frequencies? Other methods
such as probabilistic LSA, Latent Dirichlet Allocation, or non-negative matrix factorization may lead to more
interpretable results.

Network anomaly detection [Lakhina, ’05]

xji = amount of tra�c on
link j in the network
during each time interval i

Model assumption: total tra�c is sum of flows along a few “paths”
Apply PCA: each principal component intuitively represents a “path”
Anomaly when tra�c deviates from first few principal components

Principal component analysis (PCA) / Case studies 20

In this application, PCA is used more directly to model the data. Each data point is a snapshot of the network
at some point in time. Of course principal components won’t be actual paths, but they will represent network
links which tend to be correlated. If at some point in time at test time, the reconstruction error of a test point
is high, raise a red flag.

Courtesy:	  Percy	  Liang	  



PCA	  in	  the	  wild:	  Part-‐of-‐speech	  tagging	  
§  Schütze,	  ’95	  	  

Unsupervised POS tagging [Schütze, ’95]

Part-of-speech (POS) tagging task:
Input: I like reducing the dimensionality of data .

Output: NOUN VERB VERB(-ING) DET NOUN PREP NOUN .

Each xi is (the context distribution of) a word.

xji is number of times word i appeared in context j

Key idea: words appearing in similar contexts
tend to have the same POS tags;
so cluster using the contexts of each word type

Problem: contexts are too sparse

Solution: run PCA first,
then cluster using new representation

Principal component analysis (PCA) / Case studies 21

Here, PCA is used as a preprocessing step to fight the curse of dimensionality typical in natural language (not
enough data points).

Multi-task learning [Ando & Zhang, ’05]
• Have n related tasks (classify documents for various users)

• Each task has a linear classifier with weights xi

• Want to share structure between classifiers

One step of their procedure:
given n linear classifiers x1, . . . ,xn,
run PCA to identify shared structure:

X = ( x1 . . . xn ) u UZ

Each principal component is a eigen-classifier

Other step of their procedure:
Retrain classifiers, regularizing towards subspace U

Principal component analysis (PCA) / Case studies 22

This is a neat application of PCA which is more abstract than the previous ones. It can be applied in many
types of general machine learning scenarios.

Courtesy:	  Percy	  Liang	  



PCA	  in	  the	  wild:	  MulO-‐task	  learning	  
§  Ando	  &	  Zhang	  05	  

Unsupervised POS tagging [Schütze, ’95]

Part-of-speech (POS) tagging task:
Input: I like reducing the dimensionality of data .

Output: NOUN VERB VERB(-ING) DET NOUN PREP NOUN .

Each xi is (the context distribution of) a word.

xji is number of times word i appeared in context j

Key idea: words appearing in similar contexts
tend to have the same POS tags;
so cluster using the contexts of each word type

Problem: contexts are too sparse

Solution: run PCA first,
then cluster using new representation

Principal component analysis (PCA) / Case studies 21

Here, PCA is used as a preprocessing step to fight the curse of dimensionality typical in natural language (not
enough data points).

Multi-task learning [Ando & Zhang, ’05]
• Have n related tasks (classify documents for various users)

• Each task has a linear classifier with weights xi

• Want to share structure between classifiers

One step of their procedure:
given n linear classifiers x1, . . . ,xn,
run PCA to identify shared structure:

X = ( x1 . . . xn ) u UZ

Each principal component is a eigen-classifier

Other step of their procedure:
Retrain classifiers, regularizing towards subspace U

Principal component analysis (PCA) / Case studies 22

This is a neat application of PCA which is more abstract than the previous ones. It can be applied in many
types of general machine learning scenarios.

Courtesy:	  Percy	  Liang	  

Each	  column	  of	  U	  is	  an	  eigen-‐classifier	  



Choosing	  a	  number	  of	  components	  
§  As	  in	  the	  clustering	  se[ng,	  an	  important	  problem	  with	  
no	  single	  soluOon	  
•  May	  be	  constrained	  by	  goals	  (visualizaOon),	  resources,	  or	  
minimum	  fracOon	  of	  variance	  to	  be	  explained	  

•  Note:	  Eigenvalue	  magnitudes	  determine	  explained	  variance	  
§  e.g.,	  Eigenvalues	  from	  face	  image	  dataset	  

	  

§  Rapid	  decay	  to	  zero	  è	  variance	  explained	  by	  a	  few	  components	  
§  Could	  look	  for	  elbow	  or	  compare	  with	  reference	  distribuOon	  

How many principal components?
• Similar to question of “How many clusters?”

• Magnitude of eigenvalues indicate fraction of variance captured.

• Eigenvalues on a face image dataset:

2 3 4 5 6 7 8 9 10 11

i

287.1

553.6

820.1

1086.7

1353.2

�i

• Eigenvalues typically drop o↵ sharply, so don’t need that many.

• Of course variance isn’t everything...

Principal component analysis (PCA) / Basic principles 15

The total variance is the sum of all the eigenvalues, which is just the trace of the covariance matrix (sum of
diagonal entries). For typical data sets, the eigenvalues decay rapidly.

Computing PCA

Method 1: eigendecomposition

U are eigenvectors of covariance matrix C = 1
nXX>

Computing C already takes O(nd2) time (very expensive)

Method 2: singular value decomposition (SVD)

Find X = Ud⇥d⌃d⇥nV>
n⇥n

where U>U = Id⇥d, V>V = In⇥n, ⌃ is diagonal

Computing top k singular vectors takes only O(ndk)

Relationship between eigendecomposition and SVD:

Left singular vectors are principal components (C = U⌃2U>
)

Principal component analysis (PCA) / Basic principles 16

There are (at least) two ways to solve the eigenvalue problem. Just computing the covariance matrix C can be

too expensive, so it’s usually better to go with the SVD (one line of Matlab).



PCA	  limitaOons	  and	  extensions	  
§  Squared	  Euclidean	  reconstrucOon	  error	  not	  appropriate	  
for	  all	  data	  types	  
•  Various	  extensions,	  like	  exponen6al	  family	  PCA,	  have	  been	  
developed	  for	  binary,	  categorical,	  count,	  and	  nonnegaOve	  
data	  (e.g.,	  Collins/Dasgupta/Schapire,	  A	  GeneralizaOon	  of	  
Principal	  Component	  Analysis	  to	  the	  ExponenOal	  Family)	  

§  PCA	  can	  only	  find	  linear	  compressions	  of	  data	  
•  What	  if	  data	  best	  summarized	  in	  a	  non-‐linear	  fashion?	  
•  Kernel	  PCA	  allows	  us	  to	  perform	  such	  non-‐linear	  
dimensionality	  reducOon	  

	   	  	  	  	  	  	  	  	  PCA 	   	  	  	  	  	  	  	  Kernel	  PCA	  

Limitations of linearity

PCA is e↵ective PCA is ine↵ective

Problem is that PCA subspace is linear:

S = {x = Uz : z 2 Rk}

In this example:

S = {(x1, x2) : x2 = u2
u1

x1}

Principal component analysis (PCA) / Kernel PCA 25

Remember that PCA can only find linear subspaces. But this lecture is only about linear dimensionality

reduction...or is it? S is the subspace, the set of points formed by linear combinations of the principal

components. The second way to write it exposes subspace constraint directly.

Going beyond linearity: quick solution

Broken solution Desired solution

We want desired solution: S = {(x1, x2) : x2 = u2
u1

x2
1}

We can get this: S = {�(x) = Uz} with �(x) = (x2
1, x2)>

Linear dimensionality reduction in �(x) space

,

Nonlinear dimensionality reduction in x space

In general, can set �(x) = (x1, x
2
1, x1x2, sin(x1), . . . )>

Problems:

(1) ad-hoc and tedious

(2) �(x) large, computationally expensive

Principal component analysis (PCA) / Kernel PCA 26

Remember that, as we saw in linear regression, linear means linear in the parameters, not linear in the features,

which can be anything you want, in particular, �(x). But we want to include all quadratic terms, that’s O(d2)
of them, which is very expensive. Intuitively, we should never need to work with more dimensions than the

number of data points...

Credit:	  Percy	  Liang	  



Blackboard	  discussion	  
§  See	  lecture	  notes	  


